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Abstract

This report contains a review of “privacy-presegritata-mining” methods comprising the state-of-dineat
this time, and their applicability to enterpriseada We review methods meant to operate given tstrext
database records, and those that can operate toatased text or web documents. In addition wectoon
additional privacy problems for enterprises inchgdprivacy preservation in social network data.
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Executive summary

This deliverable contains a report on the statdiefart in the field of Privacy-preserving Data Mip
(PPDM). PPDM is defined as an umbrella term toetaeither the process of sanitizing data containing
personally sensitive information for publishing ahata-mining analysir the process of performing data-
mining analysis on sensitive data in such a way Wiegen the analysis results are published they @o n
disclose any sensitive information. PPDM is a vemgortant multi-disciplinary field that is gettireglot of
attention from both the academic and industrialldgrdue to the massively growing amount of persona
data being collected and stored by third partiesudsh online services and normal business activitiEhe
techniques outlined in this deliverable bear imgoce to the work in WP2 as the Context and Knovdedg
Process mining work is very intensive as far aggbel user data goes. In this report we descrild wo
PPDM as is has been formulated in terms of thriferdnt types of data:

1. Structured Relational Data-Base RecordEhis is the most mature area of PPDM that studiee h
to protect sensitive attribute values containedelational data records. The most well-known
methods to protect this type of data gmeup-based data perturbation methods such as khe
anonymity framework that seek to suppress or géimeiguasi-identifierfields in a record to make it
identical to k other records before publication. The other mos&ll vktnown methods are
randomization methods, which perturb record values through remdperators before publication.
These methods also develop complimentary adapsatiordata-mining algorithms to recover the
original data distributions to use for analysisdditionally we describeguery disclosure control
methods such as the Differential Privacy framewarkjch seek to modify aggregate statistical
gueries computed from sensitive data in orderdp #te disclosure of sensitive information through
a well constructed series of adversarial queriad, distributed PPDM, which treats analysis of
private data as a secure multiparty computationrgnseveral untrusted parties.

2. Text Data: This is an emerging area of PPDM exploring howrmtgrt sensitive data contained in
text data of various kinds. Much of this work @fising on protecting sensitive customer data
present in search engine query logs, with manyiesusliggesting that adequate protection is very
difficult. Additional work on detecting privacy éaches for sensitive concepts present in text
documents via data-mining methods is also being ddviany strategies from multiple directions in
PPDM are being brought to bear on this new probl@nt as modern enterprises rely on a large
amount of text data for knowledge processes,parsicularly important for ACTIVE.

3. Social Network Data: This is also an exciting new area in PPDM thastisdying how social
network data either collected about online custenmras a result of normal business processes
could be sanitized for the purposes of publicatmmdata-mining analysis by third parties. Initial
results in this area showed that even with someeagiye suppression of parts of the network data,
clever attackers with access to the network beboitdication could modify it to infer the sensitive
data in any case. Continuing work is suggestingmaef interactive querying on network data that
supports privacy guarantees, and new anonymizagiomniques that perturb networks in custom
ways to mask private data are being created.

For the purposes of ACTIVE, we will look at indiudl case studies to formulate a privacy-utilitydeaff
framework. Based on that framework, we will evadutite effectiveness of different state of the axtgoy
preserving data mining techniques on the contexfpaocess mining results. Our experimental appredlth
be to take data from case studies that could gatgntontain information that an organization walike to
keep private and generate different versions ofdag with varying levels of privacy. The bottom-up
machine learning algorithms for context and proecessng will be applied to these data sets to usided
the privacy-utility tradeoff. The final deliverabieill contain a description of the algorithms implented,
experimental results, and the software prototypg@dementing the chosen anonymization techniques.
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Abbreviations

PPDM —Privacy Preserving Data Mining
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Definitions

Micro-data — Individual level records from a structured dataebdbat contain personally identifiable
sensitive information.
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1 Introduction

Sharing of data by organizations takes place foioua purposes. The research community is mostitami
with organizations publicly releasing data for eesbers to use, either for specific tasks or fanegal
research use. Recent examples of this include A@iflix, and KDD Cups. In these cases, the datzaet
be thought of as self-contained and is used fon lr@ining and testing the models developed. A rfeed
sharing data that is not often discussed in datangpiliterature arises for many businesses whey share
data with third-parties for outsourcing of data iminfor specific business problems. It is commonl&wge
companies to outsource data mining and most ofdiging takes place today with little anonymizatio
This often results in the organizations taking wassary risks while sharing this data and incretses
liability of the parties involved in that proceS§the models that are built using this shared daéal te be
incorporated back into the business processesdflignt organization.

As legal attention and customer scrutiny becomeided on the privacy of sensitive data held by large
enterprises, techniques for reliably protectings thlata in all aspects of its use become more ang mo
crucial. Large companies like Google and otheskestr large part of their business on analysisiobie
data, and consulting firms such as Accenture afteist handle sensitive third party data as partliehic
projects. The EU itself has very comprehensivaulaipns prohibiting the use of personal sensitiata
without certain key conditions. Thus for enterpsido perform the types of analyses necessarynfilieg
ACTIVE technology using personally sensitive datee must have a thorough understanding of the
techniques, tools, and concepts of Privacy-presgmiata Mining (PPDM).

This research area has been active for many y&atgg with work in Statistical Disclosure Contial the
early 80s, but intense increase in focus has oedwince the advent of the Internet and new orsi@reices
that collect large amounts of personal data. Whraitionally researchers from several areas lasesed

on privacy primarily from the perspective of dataymg done over structured relational data-bases,
emerging work is being done on protecting privafermation in text data and also social networkaddn

this report we provide an overview of PPDM work datross the data-mining, text-mining, social netwo
analysis, machine learning, cryptography, andsiitesi research communities. At a high level oporeis
organized by the type of data that is being preteébr the purposes of data-mining. Below see p ofidhe
material covered in the various sections. We bbginovering the well established techniques fobRN
structured data-bases before turning to the emgagieas of text and social network PPDM.

Figure 1: Map of PPDM research.

N

-<
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2 Privacy Preserving Methods for Structured Databases

The research literature on privacy preserving datdng going back over the past few decades is viehy
when it comes to data that is collected in lardati@nal databases. As the internet has matu@dpanies
wishing to perform data mining and reporting onspeal data collected from their customers and from
public sources has led to the construction of latg warehouses, where disparate sources of iafnm
about an individual are joined together to prodacesry detailed and possibly sensitive pictureesdarch
in this area spans many different academic fieltts @mmunities such as data mining, machine legynin
statistics, and cryptography - with many concepiagby a variety of names depending on the sooirtiee
work. Broadly speaking, it has been organizecgims of where the sensitive records are held, vehekie
party wishing to share the data is trusted or aotli whether the party receiving the data gets ome of
the original records on which to perform analysiftgn calledmicrodatd or a version already analyzed by
the trusted server. Many of these divisions ametan developments from the various subfieldsystgd
PPDM, and in this review we will rather organize thaterial by the methods that are applied to &ta.d

2.1 Randomization Methods

Methods to randomize individual microdata for pshihg originated with the work of Warner [51] as a
means of protecting answers to sensitive survestires, in order to encourage respondents to answer
truthfully. In all of this work the individual recds are perturbed by modifying certain fields adotg to a
given noise function. The perturbed records aleased to the third parties, who wish to perforralygsis

on them. The aim of these methods is to pertuebréitords in such a way that the original sensitive
information in a record cannot be recovered, whlleving data mining analyses that obtain the seemalts

as those applied to the original micro-data.

2.1.1 Additive Methods

The first and most common type of perturbation mdthpplied to structured micro-data is the methiod o
adding noise to each field of the record, drawmfsmme type of probability distribution. Considerecord
x={x1,x2,x3,...}where each corresponds to some numerical data field. To eaahnoise componert
drawn according to a probability distribution(y) is added. For a set of micro-ddtave have then created
a new setZ=X+Y which can be published, along with the parametér¥.o At this point, data-mining
methods that rely on the distribution ¥fto create models can be modified to first subtthet noise
component and re-estimaXe which is often accomplished with iterative methadich as the EM algorithm
that first approximate thg distribution from the published samples, and thendw parameters to estimate
X. From this basis many different data-mining aldjoris can be modified to work with the re-estimated
univariate distributions oK. Adaptations of classifiers such as Naive Bayes haen introduced, as well as
association rule inducers, OLAP applications an@®®Msed collaborative filtering [4,5,19,36].

The additive randomization method has a numbereokbts and drawbacks. One major benefit is that t
perturbation can be applied in an on-line fashioneach new record that is added to the database
independently of the rest of the data. This prgpstands in contrast to the group based methoddetsel
below, which need access to the entire dataset tthel anonymization. However, since the noise iinode
applied is static with respect to the records thewes, certain outlier records in the original dailk be
much more susceptible to adversary attacks comparge more common records, unless the level iseno
applied to each record is very large. Anotherdadgawback is the fact that nothing about the palgi
micro-data records, or about their multivariatetrisition, can be used by the data-mining algorghm
While certain algorithms can be extended to revest the multivariate distribution of, this process
becomes prohibitively expensive after extending pasery small dimensionality.

2.1.2 Multiplicative Methods

A more recent line of research in randomization hods [9,27,43] is to perturb the micro-data with
multiplicative transformations. This work builde dimensionality reduction techniques that mapdae
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records onto a lower dimensional space via a ptiggenatrix multiplication. In general these madbare
attractive because certain data-mining algorithinag tely on the preservation of intra-record dis&nin
some metric space can be used directly on therpedwdata. In this way clustering and classifamatan be
done using this new data. A drawback is that bezandividual data records look nothing like thegmal

micro-data.

In general adversarial attacks against multipheagerturbation methods will be unsuccessful, untbe
attacker has access to certain domain knowledget dbe data, in which case the method can be dafeat
For example, if the attacker has a small numbgraok of original and perturbed records, the raridation
can be reversed. Additionally if the attacker hasmall number of records drawn from the originatad
distribution the method can also be defeated.

2.1.3 Data Swapping

Another type of perturbation that can be appliedeimord micro-data is to swap values for certaghdf
among the records in the database. For certatiststal operations on the perturbed data, thishoets
attractive because it maintains all of the fielgelemarginal statistics. However for many dataingn
algorithms, the data distribution will have changesvering the utility of the perturbed data. Thype of
perturbation is often used in conjunction with gm@up based methods described below, as it relies o
access to all of the records to be anonymized [20].

2.1.4 Attacks on Randomized Data

There are a number of attacks on randomized miata-that have been devised in recent years to eecov
the individual records that have been perturbedhieyabove techniques [21,32,24,16]. To recover
micro-data records that have been perturbed thradgtitive noise, there are three main types of
attacks with different assumptions about the aoldliti data available to the attacker. In the foifayv
methods a more general assumption is that the miésebution has zero mean and some known
variance

1. Eigen-Analysis:Assumption: Correlation between fieldsis high relative to the noise variance.
Methods such as spectral filtering, PCA filteriramd SVD filtering can be used to re-estimate
individual records with bounded accuracy. Therd wiill be some distortion in certain fields.
[21,32]

2. MAP Estimation: Assumption: Data and noise distribution are Hatbwn to be normal multi-
variate. Here an attacker can use a set of pedusbmples to infer the mean and covariance matrix
of X, and given a perturbed recadVAP estimation can be used to reconstpuat closed form.
Extensions to this method can be created for tekescewhere the data and noise are not normal, but
the distribution oiX is known, by using gradient descent techniqueq. [24

3. Distributional Analysis: Assumption: Reconstructed estimationXoflistribution is very accurate.
Since the distribution of must be obtained in order to do data-mining overgérturbed results, the
attacker can use the detailed structure of theilligion to narrow down possible values for certain
fields. For example if the reconstruct&dlistribution is such that is either in the range [0,1] or
[3,6], and the variance of the noise model appket], any perturbed valuebetween [-1,2] must be
derived from anx between [0,1]. This analysis can be extendeddanthlti-variate case. [16]

To recover records perturbed by a multiplicatiansformatiory = MX, there are several techniques relying
on an attacker having either a known input-outpm@e ofY andX, or some representative samplexof

1. Linear Algebra: Assumption: Attacker knows th&d is orthogonal. Liu et al [38] develop a
technique using known input-output pairs(ofy) to approximated’ M and then bound the error
for a re-estimated by the distance from to the column space of the known input-
output sample. Chen et al [16] use linear regoesfiom known input-output pairs to find an
approximateM’ M and then re-estimate
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2. MAP Estimation: Assumption: M is square and each entry generated by some norsti@bdtion.
Uses known I/O sequence froik,¥)to re-estimaté. [39]

3. Eigen-Analysis: Assumption:M is orthogonal and attacker has known independenpleaof X.
[38]

4. ICA Attacks: Assumption: In [LOM rankn, fields ofx independent with at most 1 Gaussian, and a
known sample oK. In [22] the attack has known I/O sequence lshid square.

2.2 Grouping Based Methods

Although the randomization methods described alpyeduce aggregate data that is often usable foyman
standard data-mining tasks, they have a numberagflzthcks. First is that the individual micro-degaords

are often unusable from the perspective of appdnatthat rely on certain values remaining consédier
publication. Second is that since the noise modpfdied are most often independent of the micta-da
records themselves, outlier records are often stiie reconstruction by attackers. Perhaps most
importantly the notion of quantifying how much @ty has been gained by applying the anonymization
(See Sec. 2.5) is often unintuitive and difficaltttanslate to the likelihood of a privacy breaclaiconcrete
data set.

There are several methods thought have been dedklop researchers in the database community that
process records in a “group-based” manner, usifigrnration about specific local records globally to
transform the records in a way which preservesipgrivacy metrics. These modified records chernt be
published without fear of reconstruction by attasksh as those described above, even in the peesdénc
certain kinds of domain knowledge linked againg #monymized dataset. However a key problem with
these group-based methods is the suitability ofttdwesformed records for data-mining algorithms] #re
general utility of the published data.

In many if not all of the following methods, thesethe assumption that certain fields of a recaratain
quasi-identifierattributes that uniquely identify an individual assted with the record, as well ssnsitive
attributes that must not be linked to the individoyan untrusted third party. We describe thregawas of
grouping-based methods (k-anonymity, I-diversityd &closeness) that all rely on achieving thelfstate
where k records look exactly the same. They vamhénmetric they optimize in addition to the ficsiteria.
K-anonymity has no further constraints whereasvédiity and t-closeness have attribute diversity
constraints to remove some of the homogeneity @thatlead to privacy breaches) in the groups gésgtra
using k-anonymity.

221 k-Anonymity

The first and most famous group-based method dpedlfor anonymization is tHeanonymity framework
introduced by Samarati [45,12]. This frameworlpiedicated on the fact that when releasing supppsed
anonymized database records to untrusted pariegving single unique identifier fields such asaae or
social security number may be insufficient to sagfackers from linking the records against pubkd¢ad
sources, ande-identifyingthe records. Here the assumption is that eaelasell record is associated with
some concrete individual, and contains fields Hratsensitive which must not be linked to the individual
after anonymization. Additionally the record congasomequasi-identifierfields, which when taken in
combination and linked to some external sourcedyileé connection between the record and the individ
In the example in Table 1, all of the fields shaava quasi-identifier fields for each record.

The framework introduces the conceptkednonymity, which is a user specified privacy letredt must be
obtained by transforming the records before tha dah be published. To lBeanonymous, a data release
must be modified such that every combination ofsgigentifiers can be indistinguishably matchedato
leastk individuals. To transform the records differenemgiors can be applied to the values in thesesfield
The most common operators are suppression (remalingy part of a field value), generalization fusi
some pre-specified hierarchy of values), and swappalues for key fields among different records.
Table 1 below see an example of a possible 2-anongmwersion of a four record dataset, where each
combination of quasi-identifiers appears at leagtd.

© ACTIVE consortium 2008 Page 11 of (22)
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In general given some cost function for suppressingeneralizing values, it is NP-hard to compluite t
minimal costk-anonymization of a given data set. However, séwdfigient approximation algorithms have
been introduced [1,2,41,34].

Table 1 (k-Anonymization Example): left original, right 2-anonymous.

first last age race first last age race
Harry Stone 34 | Afr-Am * Stone | 34 | Afr-Am
John Feyser | 36 Cauc John * * *
Beatrice | Stone 34 | Afr-Am * Stone | 34 | Afr-Am
John Delgado | 22 Hisp John * * *
222 [-Diversity

A major drawback of th&anonymity metric introduced in [45] is that it ceeave an anonymized data set
open to so-called “homogeneity attacks”. The bas$ithe attack is that-anonymization algorithms can
potentially create equivalence classesk @nonymized records that are each associated wathiddntical
sensitive attribute value. If an attacker has s&t¢e side information linking an individual withrecord in
such a group, they have then determined the semsitiribute for that individual. For example het2-
anonymized data set in the middle below, if anck#ta has information that Umeko lives in zip-cod®@8
and is 36, they can infer that she has cancer.oviescome this deficiency Machanavajjhala et al [40]
introduced the-diversity metric, with an algorithm that biases #earch for &-anonymous transformation
to those in which at leabsensitive attribute values appear in each equicelelass (see example in Table 2
below).

Table 2(I-Diversity Example): left original, middle 2-anonymousfight 3-diverse

Non-Sensitive Sensttive Non-Sensitive Sensitive Non-Sensitive Sensitive
Zip Code| Age | Nationality Condition Zip Code| Age | Nationality Condition Zip Code| Age | Nationality Condition
1 13053 | 28 Russian Heart Disease 1 130%* | < 30 # Heart Disease 1 1305% | <40 ¥ Heart Disease
2 13068 | 29 | Amerncan Heart Disease 2 130%* | < 30 * Heart Disease 4 1305* | <40 # Viral Infection
3 13068 | 21 Tapanese Viral Infection 3 130%% | = 30 * Viral Infection 9 1305% | <40 * Cancer
4 13053 | 23 | Amencan | Viral [nfection 4 | 130%* | < 30 # Viral Infection 10 || 1305% | <40 # Cancer
5 14853 | 50 Indsan Cancer 5 1485* 10 # Cancer 5 1485% | =40 * Cancer
[ 14853 | 33 Russian Heart Dhsease 6 || 1485* 10 * Heart Disease 6 1485% | =40 * Heart Disease
7 14850 | 47 | Amencan | Vial Infection 7 1485*% | = 40 * Viral Infection 7 1485% | =40 * Viral Infection
8 14850 | 49 | Amencan | Viral Infection 8 || 1485* | =40 " Viral Infection 8 || 1485* | =40 # Viral Infection
9 13053 | 31 | American Canrer 9 130%* RS * Cancer 2 1306% | <40 * Heart Disease
10 || 13053 | 37 Indian Cancer 10 || 130%* | 3= * Cancer 3 1306* | <40 * Viral Infection
11 || 13068 | 36 | Japanese Cancer 11 || L30%* | 3= * Cancer 11 || 1306* | <40 * Cancer
12 || 13068 | 35 | Amencan Cancer 12 || 130%* | 3= * Cancer 12 | 1306* | <40 * Cancer
2.2.3 t-Closeness

In [35] Li et al demonstrated that even after amoizjng to produce ahdiverse transformed data set, the
distribution of sensitive attribute values might ddeanged in such a way that it reveals some infooma
about them if an attacker has access to side i@fitom For example in the data set below, theibigion

of the sensitive attributBalaryis uniform between the values 3K and 11K, andDiseaseattribute ranges
over several different stomach and respiratoryagies. Given the middle 3-diverse transformatibani
attacker knew that Harry lived in zip-code 47608 aras 22 years old, they could narrow his salar§ke
5K. This is known as thekewness attack Additionally they would learn that he suffererr a gastric
disease. This is known as thienilarity attack,as it exploits the similarity of sensitive attributalues. To
defeat attacks such as these Li et al proposetddioseness criteria, which stipulates that daahonymous
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equivalence class should contain sensitittribute values that are distributed as closelyassible to th
original overall data set. For categorical attrifsuit proposes the use of a generalization hieyarto
specify that values from all sulkees below some g-specified generalizatioreVel must be present in t
equivalence clagsee example in table 3 belc.

Table 3(t-Closeness Example)left original, middle 3-diverse,right t-close

ZIP Code | Age | Salary | Disease ZIP Code | Age | Salary | Disease ZIP Code | Age | Salary | Disease
47671 29 [ 3K gastric ulcer 476%* 2% 3K gastric ulcer 4767* <40 | 3K gastric ulcer

1 1 1

2| 47602 22 4K gastritis 2| 476 2% 4K gastritis 3 | 4767% <40 | 5K stomach cancer

3| 47678 27 | 5K stomach cancer | | 3 | 476** 2% 5K stomach cancer || 8 | 4767* <40 | 9K pneumonia

4 | 47905 43 | 6K gastritis 4 | 4790% >40 | 6K gastritis 4 | 4790* >40 | 6K gastritis

5 | 47909 52 | HIK | flu 5 | 4790% >40 | LIK | flu 5| 4790 >40 [ 11K | flu

6 | 47906 47 8K bronchitis 6 | 4790% >40 | 8K bronchitis 6 | 4790* >40 | 8K bronchitis

7 | 47605 30 [ 7K bronchitis 7 | 476%% I# 7K bronchitis 2 | 4760* <40 | 4K gaslritis

8 | 47673 36 | 9K pneumonia 8 | 476%% 3# 9K pneumenia 7 | 4760% <40 | 7K bronchitis

9 | 47607 32 | 10K stomach cancer | [ 9 | 476%% 3# 10K [ stomach cancer || 9 | 4760* <40 | 10K | stomach cancer
224 Personalized Privacy Preservatio

One recent extension to the group based methodsiltes above is the idea of applyingpersonalized
privacy level to the records corresponding to g@adividual in the data set. This work recognizeat tthe
tolerance to disclosure risk of sensitiata varies depending on the individuwdio owns the data, and al
depending on the sensitive data itself.[3] Aggrawal et al presentesl condensation technique that us:
per+ecord privacy level to construct equivalence geoaprecords such thaach is contained in a group

the correct size, and then applies an operatordduge pseuc-data from each group. [53] Xiao et al
demonstrate a technique with some similaritiesh®t-closeness work that allows a user to speci

“guarding node”generalization level of a generalization hierardby each sensitive attribute in th
personal data. Then anonymized groups are cotstiugth sensitive values distributed across ditraes
of this guarding node.

2.3 Privacy Preservation of Applicetion Results

While the randomization and grodgased methods assume that anonymized ndiata-will be published t
third parties to use for business purposes or &g-mining analysis, a separate line of research atgig
in the Statistics community [S7@xamines the scenario wheno form of micr-data is ever released
publicly. Rather, it is focused on ensuring the tesults of da-mining or statistical analyses do not re\v
sensitive information. The two main lines of research are concerwith association rule hidin, which
suppresses learned association rules that woublbdes sensitive attributes, aquery auditingand query
inference contrglwhich suppress or distort results of aggregate-base queries.

231 Association Rule Hiding

Association rule hiding methods attempt to stop thbligation of rules created from a private datatbat
would disclose information about sensitive valuest ttould be inferred using the rules and somermeit
data source. For example imagine a dit contains the tuple <name=Fluffy,species=felirsstmammal
and an attacker had side information that Fluffyaideline. If the association ruspecies=feline ->
class=mammalas learned from this dataset and published, ttazkar would then gairhe additional
information that Fluffy is a mammal. Many diffetemethods[58] relying on either distorting ¢
suppressing values from specific records have leepfored to hide rules with some disclosure ridkerc
with the added goals of not suppressing many-risky rules, or creating too many spurious rt

2.3.2 Query Auditing and Query Inference Control
This work also presupposes that certain data sétaat allow the publishing of any individual mig-data

records. However, aggregate statistical querie$s #ne usually supported by relational database:
allowed. The prblem then becomes that of keeping a smart attafe&er inferring individual sensitiv
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record values from sequencef carefully constructed aggregate queries. Tledisclosure conditions that
this work tries to avoid arfull disclosurewhere individual sensitive values are compromisa partial
disclosurewhere the attacker narrows down the range of plessalues for the sensitive values. In the
Query Auditing area, methods have been devise@3]42,44] to determine which queries should rethen
desired results, and which queries to deny. Spetiéthods focus on certain combinations of qugpes,
such assumandmaxqueries, and attempt to quantify the amount of iggahat can be answered without
disclosing information. One interesting class @tmods [15,33] studies whether given a currentyqifer
denials to resulting queries can also discloserinétion. The authors then devise the notion of a
simulatable auditorwhich only denies queries that an attacker withbatkey sensitive values could know
should be denied based on the previous query sesult

Query Inference Control work attempts to distod thsults of aggregate queries against the datasttad
of approving or denying queries. One class of wdtH4,5,8] creates an intermediate sanitized \d&the
micro-data using either randomization or group-daseethods such ak-anonymity, and then returns
aggregate query results from this view. The Défdial Privacy framework is another very influehtiae
of work due to Dwork and Nissim et al [14,17,18,Ti this framework the results of statistical qasrare
perturbed by a noise function that is specifiche sequence of queries and to the individual nileta
records that the queries operate over. With iy th@ve that adding a very small amount of nois¢ht®
results can be sufficient to protect from disclgsinsensitive attributes in the sense that thdtsesould be
identical if the attribute was not in the data sét. this manner they show that they can constouery
results that are perturbed in such a way to allffisient and accurate data mining analyses, sudtiragans
clustering, SVD and PCA, and a general classificadilgorithm.

2.4 Distributed Privacy-Preserving Data Mining

Up until this point all the methods discussed hassumed that sensitive data is collected and held b
single trusted party. However, in reality for mestterprise scenarios sensitive data may be distdb
among several external parties, each having tht agly to the raw data in their possession. Aglerm
line of research in the cryptography community [i8} studied how data-mining analyses can be peefbr
as a Secure Multiparty Computation, where eacly paust not get access to the data held by the ©fetr
an analysis can take place in a distributed sefasieion, with each party receiving the results. key
element of many of these techniques is the usegiftagraphic protocols to transmit the sensitivéada
between parties, and primitive operations definesr the encrypted data.

241 Horizontal Partitioning

In the horizontal partitioning scheme for distriddtPPDM, each distributed party holds a datasdt thi
same field structure. However each party holdgfardnt disjoint set of records containing sensitdata.
Using homomorphic encryption many primitive opeyasi such as sum, dot product, polynomial evaluation
set intersection, and union can be carried outherencrypted data. In [37,30,31,25,54] it has Is@wn
that many data-mining algorithms such as assoadiatide mining, ID3 trees, EM clustering, K-NN
classification, Naive Bayes, and SVM can be adafmieglork in the horizontal partitioning scenari@ften
these algorithms can be made more efficient byaétipd the local similarities between records higydone

party.
24.2 Vertical Partitioning

In vertical partitioning each distributed party tieed holds the same set of records, but now hasado
different disjoint sets of fields. Many of the saencrypted primitive operators and protocols canded to
conduct data analysis in this scheme, but effigiesfahe algorithms is drastically reduced as eaitiibute
must be encrypted and transferred between partie426,47,48,49,50,55] special adaptations havenbe
made to certain algorithms such as Naive BayesisidecTrees, k-Means Clustering, and AssociatioteRu
induction. Another drawback of this scheme is teéaén in the case of these adapted algorithms, the
assumption is that each party is “semi-honest” at ik that the parties do not attempt to disrugt th
protocols, spoof messages to learn additional méion, or collude with other parties to discovee t
sensitive data held by others.
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3 Privacy Methods for Text Data

Here we describe some emerging recent work in tha af privacy-preserving text mining. Text data
generated by individuals through the use of soge online services, and by companies through atand
business activities, is growing extremely quicklzompanies wishing to share text data, such aslsear
engine query logs or sensitive documents, havedfgceat challenges ensuring that sensitive infdonat
about customer personal activities or industriatioas is not compromised through inadequate
anonymization. In a highly publicized case in 208®L released several million search queries ® th
public after replacing the search user name wittumeric identifier. Through analysis of the texda
linking attributes from the queries to public daapumber of user were re-identified, causing adak In
light of situations such as this, and the geneeaird of companies to publish certain types of t&ta for
analysis, many researchers from a variety of backyts are studying methods to either sanitizedate for
privacy-preserving publication, or conduct text-mghanalyses without disclosing private informatis a
result.

Many authors [46] have adapted group-based metsadB as k-anonymity to "unstructured" data by
treating text data as a sort of variable lengtlaloia$e record, or set of untyped values, with tearagtion
that the sensitive value to protect is determicadly contained in this set. Many of these appieacare
geared towards the problem of anonymizing seargimemquery logs.

A variation of the above set based methods carebe in the work on differential privacy [18]. Dafential

privacy as mentioned above is a framework for mtiong provably secure, private, results from a stiagl

database. Here queries on aggregate statisticg abwtrary datatypes are performed against tiggnad

data, and the results perturbed through noiseiaddib fulfil the guarantee that results beyontheajiven
epsilon. Thus any statistical query or analysishsas learning classifiers, clustering, etc capdormed
on the data. Unfortunately this framework pladesteavy restriction that no form of an originameént of
the dataset can be made public directly. Thuastgily for the types of tasks which require direaicess to
sanitized text is lost in this setup.

Recently, Chow et al [11] addressed the problennfgrence detection for sensitive concepts in taxt
building association rules mined from web querwltss These rules provide a ranking of words itest
document in terms of how much support a topic adgetaining the word has. This work is the onlyesth
approach we are aware of that targets ambiguowesy@aes beyond the identity of the text author for
protection. Yet it does not deal with many of thfficult issues in controlling these inferencescls as the
tradeoff in utility of the data after it is modifle

Much of the work treating text as variable lengttatbase records is aimed at anonymizing searcmengi
query logs. However, recent work by Jones et&22 has shown that when dealing with text, treathe
data as sets of tokens and applying adaptationscbhiques from the database community (k-anonymity
etc.) is often insufficient. In [28] they showdtht by training simple classifiers and regressibrsy could
reconstruct quasi-identifiers such as age, zip cadd gender, which then could be used to reidettié
authors of specific queries despite token set basedymization. Detection and control of thesee$ypf
inferences using learned classifiers is an opezarel problem being addressed by current work bang.
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4 Privacy Methods for Social Network Data

Data records of social interactions can now be daonra wide variety of on-line settings, and thisimade
them rich sources of data for large-scale studiesooial networks. While a number of these on-litz¢a
sources are based on publicly crawlable bloggind) sotial networking sites, where users have explici
chosen to publish their links to others, many af thost promising opportunities for the study ofialoc
networks are emerging from data on domains whezesusave strong expectations of privacy - thesediec
e-mail and messaging networks, as well as thedlinicture of closed on-line communities. While fioost
non-customer facing enterprises this type of data@iiher not generally collected or shared, asairert
companies may need to share employee social netwfmknation for legal or research purposes, prvac
preserving methods for this type of data becomehnmuagre important.

As a pioneering work on privacy in social networkdal Backstrom et al [6] described a family of citta
based on random graph theory. In this work an lkegtaplants some well constructed unique substrastur
associated with the target entities in advance.eQhe social network data is collected and pubtisiiee
attacker first tries to identify the planted stures and thus deduce the linkage between the teegeites.
While there is no practical solution proposed torger these attacks, the authors propose an ititerac
guery result perturbation model similar to diffeiehprivacy as a possible line of research.

Wang et al [52] adopted a description logic as adedying knowledge representation formalism, and
proposed some anonymity metrics for assessing ifle af disclosing sensitive social network data.
However, they did not present any anonymizatioorélgms for social network data.

Recently, Zheleva et al [56] proposed a model fibaises on social networks where nodes are nokeldbe
but edges are. Certain edge attributes are sensifid should not be disclosed. They provided tlge ed
anonymization methods based on edge clusteringeandval to prevent link re-identification.

Hay et al[23] presented a framework for assessing the pyivesk of sharing anonymized social network
data. They modeled the adversaries’ background leuge as vertex requirement structural queries and
subgraph knowledge structural queries, and propadedandidate anonymity privacy requirement that is
similar to k-anonymity for structured database records. They developed a random graph perturbation
method that randomly deletes or adds edges to amaeya social network.
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5 Applicability to ACTIVE case studies and Future plans

For the purposes of ACTIVE, we will look at individl case studies to formulate a privacy-utilitydeaff
framework. Based on that framework, we will evadutite effectiveness of different state of the axtgoy
preserving data mining techniques on the contedipaocess mining results. Our experimental apprealth
be to take data from case studies that could gatgntontain information that an organization walike to
keep private and generate different versions ofdaig with varying levels of privacy. The bottom-up
machine learning algorithms for context and proecessng will be applied to these data sets to usided
the privacy-utility tradeoff. The final deliverabieill contain a description of the algorithms implented,
experimental results, and the software prototypg@eémenting the chosen anonymization techniques.

5.1 Preliminary analysis of Case Studies and Privacy Rserving Data
Mining Methods

Based on a preliminary analysis of the data thatlieen provided by each of the case studies stufare
work on applying privacy preserving data miningeiques will mostly focus on structured and texadn

the case of the Accenture case study, the dataidevhas structured information about employees
(demographics, skills, level, organization, etcpthb structured (meta-data) and unstructured (text)
information about the documents in the enterpriseoiledge management system, and structured
(download logs and clicks) information about theptyees accessing those documents. The goal for
Accenture would be to preserve two kinds of privacy

1) Individual privacy of the employee: We do not wamtkeep individually identifiable information
about the employees. Although individual identgidemployee ID) were removed before the data
was provided for ACTIVE, we believe that it stithald contain individually identifiable information
(such as a unique combination of other attribute$ sis location, level, and number of years), This
will require the use of either Randomization (s@tt2.1) or Grouping-based (section 2.2) methods.

2) Organizational privacy of the enterprise: We do want to keep or release any information that
could contain information that the organization imigonsider private or confidential. For example,
contractual obligations might prohibit Accenturerfr disclosing that they implemented a customer
relationship management system for Microsoft amlb@ment about that project could contain that
information. In the case of BT, a document mighitam hints about future product strategy that the
organization would like to keep confidential. Wdl\approach the organization privacy preservation
using privacy methods for text data (Section 3).

The same goals apply for BT but more focused oimdesthe data that has been provided so far islynost
structured. In the case of Cadence case studyeeg to perform further analysis to understand wlees
of privacy need to be preserved.

52 Future Plans

In the case of ACTIVE, privacy preserving data mgniapplies to the components where data mining is
taking place or where the results of the data rgisire being used. The bottom-up methods for Coratiectt
Process Mining are two main components where &hisst place.

We plan to taking data from each of the case ssu@ien available) and applying the appropriateesié
the-art anonymization methods described in thionepg-or each method we apply, we will use différen
parameter settings and generate different vergibtise data with varying levels of privacy. We witlen
apply the context and process mining algorithms€tiged earlier in WP2) and analyse the performafce
the algorithms on raw data compared to that omliffierent anonymized versions.

This will allow us to observe the privacy-utilityadeoffs for different algorithms. The privacy-ityil
tradeoffs are not only useful in selecting the lfinaonymization to use but also in understanding th
properties of the data and the particular appbeai’'s being used for. It might result that sonatadsets are
inherently harder to anonymized if utility needsb® preserved for individual context mining. Thesibess
decision that then needs to be made is what lévefigacy disclosure is acceptable to achieve thsirdd
results. The answer may be that no private infaonatan be disclosed in which case, certain datamead

to be removed completely or realistic expectati@msut the utility will need to be set with users.
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The final deliverable for this task will include merimental results in case study data applyingerbffit
anonymization methods for context and process minide will also include an analysis of the resalss
well as the software prototype implementing thesgimomethods.
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6 Conclusions

We have presented a report on the state-of-thézatihe field of Privacy-preserving Data Mining that
describes various approaches developed to sanitée containing personal or enterprise sensitive
information. The techniques outlined in this delalde bear importance to the work in WP2 as thet&an
and Knowledge Process mining work is very intensagefar as private user data goes. Specifically, in
ACTIVE case studies, there are two kinds of privaey would like to preserve: individual privacy and
enterprise privacy. These two kinds of privacy acau different kinds of data, both structured and
unstructured. In future work, we plan to evalude applicability of the approaches described ia thport

to the case study needs. This will be integratetth wontext and process mining algorithms and allow
explicit tradeoffs between privacy and utility.
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