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Abstract 

Knowledge Filters are software components that provide the user with means for retrieving, refining and 

inspecting snippets of knowledge maintained within formal knowledge bases. This deliverable describes the 

goals and activities of ACTIVE Task 3.1 ñKnowledge Filtersò and its connections within the overall 

ACTIVE project. The deliverable presents two prototypes of knowledge filters: the first one, Semantic File 

System (SemFS), is based on the file system paradigm while the second one, AskTheWiki, based on the 

keyword search paradigm. 
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Executive summary  

This deliverable covers the activities within Task 3.1 of ACTIVE, all of which relate to the concept of 

knowledge filters. By such knowledge filters we refer to software components that provide the user with 

means for retrieving, refining and inspecting snippets of knowledge maintained within formal knowledge 

bases in a highly intuitive way.  

While various means for access to knowledge bases exist, these often come with a high initial overhead for 

the knowledge worker who is, for example, not acquainted with complex query languages. Knowledge filters 

aim to provide interfaces to knowledge bases which can be used more intuitively than such techniques. This 

intuitive interaction is achieved by reusing interaction paradigms known from other domains which users are 

already familar with. In particular, this deliverable presents two types of knowledge filters that build upon 

such existing interaction paradigms. 

The first knowledge filter, Semantic File System (SemFS), is based on the file system paradigm. SemFS 

provides an interface that renders resources within a RDF/OWL knowledge base as virtual files and 

additional metadata about these resources as a directory structure. Standard file system operations, e.g. the 

copying of files, are mapped to corresponding manipulations of the resource metadata. 

The second Knowledge Filter, AskTheWiki, is based on the keyword search paradigm known from full-text 

information retrieval. The initial unstructured keyword query is used to compute suggestions for structured 

queries which are most plausible for a given knowledge base. The overall system is implemented on top of 

Semantic MediaWiki (SMW), a wiki-based knowledge management infrastructure which is also developed 

and extended within ACTIVE. 

The deliverable also sketches means for integration within the overall ACTIVE project. While AskTheWiki 

is a direct extension to the Semantic MediaWiki system which is envisioned to be used at various places 

within ACTIVE, SemFS can be integrated and aligned with the ACTIVE knowledge workspace 

infrastructure. 
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Definitions 

Knowledge Base ï A collection of statements or axioms in a given knowledge representation language. 

Within the scope of this deliverable, we solely focus on RDF/OWL representations. 

Knowledge Filter ï Software compontent that provides the user with intuitive means for retrieving, refining 

and inspecting snippets of knowledge maintained within formal knowledge bases. 

Repository ï The system that hosts the knowledge base. In case of RDF/OWL knowledge bases, these are 

systems like Jena, Sesame or KAON2. 

Resource ï Strictly speaking, any element of a knowledge base that can be adressed by a name, i.e. a URI in 

the case of RDF/OWL. (Remark: within the scope of this deliverable, a resource usually refers to an instance 

within the knowledge base that instantiates a given class. The satements about the resource thus correspond 

to a pre-specified schema.) 

Schema ï The ñontologicalò part of the knowledge base that introduces the vocabulary to describe specific 

instances. 
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1 Introduction  

This deliverable covers the activities within Task 3.1 ï Knowledge Filters of ACTIVE, all of which relate to 

the concept of knowledge filters. Knowledge filters are software components that provide the user with 

intuitive means for retrieving, refining and inspecting snippets of knowledge maintained within formal 

knowledge bases.  

Purpose and Scope of this Deliverable 

This document presents the insights from the research and development activities within the first year of 

ACTIVE. On the one hand, it motivates and outlines the research direction of this task and relates this work 

to the overall motivation behind the ACTIVE project. It then presents two concrete instantiations of 

knowledge filters, namely the Semantic File System (SemFS), a knowledge filter based on the file system 

paradim, and AskTheWiki, a knowledge filter that redefines the keyword search paradigm known from 

information retrieval within the context of structured queries. Both types of knowledge filters have been 

prototypically implemented and this deliverable descries both, the technical details of the implementations as 

well as the practical steps required to get the prototypes running. 

The main goal of this deliverable is thus to give an overview over the currently available knowledge filter 

components that enable technical partners to assess their requirements for interacting with the resulting 

prototypes and at the same time enable case study partners to spot potential use cases for the envisioned tools 

within their respective case studies and give feedback on desired additional functionality.  

Overview 

This document starts with a motivation for the development of knowledge filters and a review of related 

activities outside of ACTIVE in Section 2. The file-system metaphor for knowledge filtering and the 

corresponing prototype, SemFS, are described in Section 3. The keyword search metaphor for posing 

structured queries and the corresponding application, AskTheWiki, are then described in Section 4. The 

ineractions of the research activities reported in this deliverable with the overall ACTIVE project 

environment are then sketched in Section 5. The document concludes in Section 6. 
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2 Background 

This section shortly motivates the development of knowledge filters and reviews related activities outside of 

ACTIVE. 

2.1 Motivation  

Effective knowledge management is fundamental to successful economic activity of virtually every 

enterprise in the developed countries. However, enterprises still find it hard to easily exploit all of the 

knowledge available within the company, mainly because individual knowledge workers struggle to access 

all fractions of the companiesô knowledge assests easily. 

Knowledge, which can not be accessed easily, is typically referred to as hidden knowledge. Generally, there 

are several reasons, why knowledge assets may be hidden and all these aspects are covered within ACTIVE 

at different points. 

1. Certain knowledge assets can not be easily articulated in formal data structures. This type of 

knowledge is referred to as tacit knowledge (Nonaka & Takeuchi, 1995). Tacit knowledge is 

embodied in the personal experiences and capabilities of the knowledge workers. While it might at 

its best be imperfectly externalized (for example in free text documents that describe experiences, 

best practices etc.) the level of formalization is typically very low. ACTIVE adresses this issue 

mainly in WP 1 and WP 3 by investigating innovative means for helping the user to structure 

knowledge processes, which thus facilitates the re-use of tacit knowledge. 

2. Other knowledge assets may be hidden in surface activities like communication flows or interaction 

with resources and software. ACTIVE adresses this issue by investigating innovative means for 

mining such data and inducing knowledge process patterns. This research direction is mainly 

covered in WP 2. 

3. On the contrary, some knowledge assets may lend themself to a formal representation. However, 

they may yet be hidden because the interfaces for interaction with the respective knowledge bases 

are insufficient. This activity primarily covered in WP 1 and WP3. 

4. Similarly, knowledge which can be formalized in principle may be hidden because it is not made 

available by the knowledge holders either because of missing incentives or insufficient technical 

support for doing so. ACTIVE addresses these issues by looking at costs, benefits and incentives of 

knowledge formalization and sharing. With respect to costs, benefits and incentives, this activity is 

mainly placed within WP 4 while, with respect to technical support, this activity is placed primarily 

in WP 1. 

The core objective of ACTIVE is to increase knowledge worker productivity through tools that leverage 

hidden factual and procedural knowledge. Looking at the classification above, task T3.1 ï Knowledge Filters 

primarily adresses the third issue. On the other hand, task T1.3 ï Collaborative Articulation of Enterprise 

Knowledge primarily address the fourth issue. While T1.3 is mainly concerned with innovative means for 

easily articulation of new knowledge and creation of new knowledge structures, T3.1 is concerned with 

innovative and intuitive means for retrieving and modifying content from existing knowledge structures. This 

objective naturally motivates the design of powerful knowledge filter components within T3.1. 

2.2 The Role of Knowledge Filters 

By knowledge filters we refer to software components that provide the user with intuitive means for 

retrieving, refining and inspecting snippets of knowledge maintained within formal knowledge bases. While 

we will solely focus on knowledge bases based on RDF (Brickley and Guha, 2004; Manola and Miller, 2004) 

and/or OWL (McGuinness and van Harmelen, 2004), some of the concepts presented in this deliverable 

could ï at least in parts ï be adapted to work with other types of knowledge bases (e.g. classical relational 

databases). 

Naturally, repository implementations already provide means for interacting with the knowledge bases. 

Usually, such an interaction is not only possible via APIs, but also via standardized query interfaces ï e.g. 

based on SPARQL (Prud'hommeaux and Seaborne, 2007) for RDF ï or graphical tools (e.g. ontology 
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editors). Although the distinction is somewhat soft, we consider knowledge filters in the sense of this 

deliverable slightly different from such interfaces. The core objective of knowledge filters is to provide the 

user with means for interacting with knowledge bases in a highly intuitive manner. In fact, everyday users 

often have problems to interact with knowledge bases because the common interfaces either require a high 

initial investment into learning/training (e.g. in the case of query languages) or have insufficient 

expressiveness (e.g. in the case of ontology browsing tools). While interfaces which are better suited could, 

of course, be designed for special purpose scenarios but usually lack the flexibility to adapt to new data 

structures or usage scenarios. The core concept behind knowledge filters is thus to (re-)use interaction 

metaphors that users know from other contexts. While many of the concepts behind knowledge filters can be 

used not only for retrieving, but also for articulating knowledge in an intuitive way, we mostly focus on the 

former.  

As already sketched above, this activity is placed within WP3 ï Pro-active Knowledge Processes Support 

which aims to provide users with tools and mechanisms to support their performance in knowledge-intensive 

work (knowledge processes). This placement is motivated by the finding that the improvement of knowledge 

retrieval is critical for improving the daily knowledge work. In this sense, it is somewhat complementary to 

the work on engineering and executing full knowledge processes as done in the remaining tasks of this 

workpackage. 

 

2.3 Review of Related Work 

Several other research activities in the are of knowledg technologies deal with means for retrieving, refining 

and inspecting knowledge structures by means other than repository and/or ontology APIs or query 

languages. We now shortly sketch three groups of existing work that come closes to or even mirror the ideas 

of knowledge filters. All of these approaches are valuable and their success motivates the search for other 

innovative paradigms for interaction with knowledge bases. 

Graphical Ontology Editors ï Since the early days of Semantic Web research, ontology engineering 

systems have provided means to browse and mainpulate ontologies. Today, all ontology engineering systems 

rely on simple visualizations of the ontologies. Examples of such systems are the Protégé ontology editor
1
 or 

the NeOn tookit
2
. 

Advanced Visual Paradigms ï Systems of this type envision radically different user interfaces for browsing 

knowledge bases. For example, the iMapping System (Haller, 2006), which is in the Semantic Desktop 

project NEPOMUK
3
, is a system for visually structuring formal knowledge models. With iMaps, users can 

easily go from overview to fine-grained structures while browsing, editing or refining the knowledge base in 

one comprehensive view. An iMap is comparable to a large white-board where information items can be 

positioned like post-its but also nested into each other. Spatial browsing and zooming as well as graphical 

editing facilities make it easy to structure content in an intuitive way. iMapping builds on a zooming user 

interface approach to facilitate navigation and to help users maintain an overview in the knowledge space.  

Similarly, ideas of faceted browsing and view-based knowledge exploration have been recently adopted and 

extended for use with Semantic Web knowledge bases (Tvaroģek and Bieliková, 2008). 

Advanced Query Support ï This group of systems has attracted most interest in recent years and also 

corresponds most closely to the knowledge filters presented in this deliverable. These systems support the 

user in articulating queries intuitively. A large group of systems try to extend the existing query systems with 

natural language querying capabilities. For example, the GINSENG system by Bernstein et al. (2005) allows 

users to query OWL knowledge bases using a controlled input language akin to English. More advanced, the 

ORAKEL system (Cimiano et al., 2008) allows to pose queries directly in natural language which are then 

translated into SPARQL queries. The application of ORAKEL in practical settings has been demonstrated by 

Bloehdorn et al. (2007).  

Another group of systems support the creation of formal queries. The Semantic Crystal system by Kaufmann 

and Bernstein (2007) allows users to select elements in the ontology graph. Once an element has been 

                                                      
1
 http://protege.stanford.edu/ 

2
 http://www.neon-toolkit.org/ 

3
 http://nepomuk.semanticdesktop.org/ 
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selected, the interface presents it on a query graph dashboard. The user can then continue assembling the 

query either on the dashboard or in the graph representation of the ontology model. The QuiKey system by 

Haller (2008) acts as an interactive command-line tool for a semantic knowledge base. Like the iMapping 

system, it is developed within NEPOMUK. It focuses on highest interaction-efficiency to browse, query and 

author graph-based knowledge bases in a step-by-step manner. It combines ideas of simple interaction 

techniques like auto-completion, command interpreters and faceted browsing and integrates them to a new 

interaction concept.  
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3  Knowledge Filters based on the File System Paradigm 

In this section, we describe how the file system paradigm known from any operating system can be exploited 

to provide a sophisticated way of interacting with knowledge bases. We describe a particular knowledge 

filtering component, the Semantic File System (SemFS), that implements these ideas in a ready-to-use 

software prototype. This work builds upon our own earlier work (Bloehdorn et al, 2006) which is now 

extended substantially and practically implemented. 

3.1 Motivation  

The organization of units of data ï like texts, pictures but also contacts, bibliograhical data or the like ï in 

files on a computerôs hard disk is a notion that exists since the earliest days of the computer age. Since then, 

files have been organized in larger structures, namely hierarchical file systems. A structure of nested 

directories is commonly used for a sophisticated organization of files at multiple levels according to the 

semantics of their content from most general at the top level to most specific at the leaf levels of the 

directory hierarchy. Two orthogonal aspects motivate the extension of this concept in the direction of a 

ñsemanticò file system.  

On the one hand, traditional hierarchical file systems donôt always serve the purpose of elaborate information 

organization well. Barreau and Nardi (1995) observed in a study, that ñEvery user [...] indicated that their 

attempts to establish elaborate filing schemas for archived information failed because they proved to require 

more time and effort than the information was worth.ò Typical problems in this context include the single 

location property of traditional filesystems and its consequences, namely (i) the requirement to browse to 

maximum specificity, (ii) the missing orthogonality of nested directories, (iii) the dependence on a static 

order of directory names as well as a number of user interface problems as the lack of (iv) query refinement 

capabilities and (v) navigational aid. 

On the other hand, users are used to work with file system structures, easily drag-and-drop files across their 

directories or copy massive amounts of files across their directories using shell commands. The intuitive use 

of file systems thus motivates their adaptation for use with (Semantic Web-type) knowledge bases. 

The knowledge filter component we describe in this section aims at exploiting the ease of use of file system 

structures while (i) elminating the shortcomings referred to above and (ii) re-interpreting the concept of a file 

system resource and its location as resources and resource annotations in knowledge bases. We will now 

describe how the concepts known from the organization of files can be used to access structured knowledge. 

By accessing structured knowledge, e.g. bibliographical information or contact information via files, this 

approach offers a possibility for seamlessly integrating the content of the knowledge bases with the userôs 

desktop systems. Vice versa, we can equally well view classical files as just another type of semantic 

information and use these properties for enabling more powerful file organization schemes.  

3.2 Conceptual Background 

We now shortly review the core concepts behind the file system knowledge filter as implemented within 

SemFS. In Section 3.2.1 we sketch the use of classical file systems and an example how their mechanism is 

typically used for information organization. In Section 3.2.2 will step-by-step describe the different 

components of SemFS and their functionality. As a running example, we will use two scenarios. The use 

case of the first scenario is the tagging of ordinary PDF files (c.f. Figure 1). The use case of the second 

scenario is the management of contact data whereby contacts may contain standard adress metadata but may 

also be associated with descriptive tags (c.f. Figure 2). We will then describe the semantics of the file system 

operations in Section 3.2.3.3.  

3.2.1 Classical File Systems 

The major building block of a hierarchical file systems is the directory as an organizational unit which acts 

as a container for files or further (sub-) directories. Behind the scenes, an index structure (the file allocation 

table or inodes) provides a mapping from a set of access paths to the corresponding blocks of information. 

As such, the access paths act as keys for accessing the file content. The perceived organization of files into 

directories is thus a result of the structure of the access paths. Each access path can be decomposed into a 

sequence of directories (which we will call the path) and a (local) file name at the end. 
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A structure of nested directories is commonly used for a sophisticated organization of files at multiple levels 

according to the semantics of their content from most general at the top level to most specific at the leaf 

levels of the directory hierarchy. As an example, a typical organization pattern for storing digital versions of 

scientific papers of interest would be to maintain different directories for different research areas possibly 

including refinements for different scientific subfields. Correspondigly, the access path at 

/semweb/ontologies/2009/bloehdorn09semfs could be decomposed into path = semweb, ontologies, 2009 and 

file = bloehdorn09semfs. This situation is similar to the corresponding scenario of SemFS in Figure 1. 

However, in the case of classical file systems, this organization will exhibit all the problems associated with 

the single location property of traditional filesystems as discussed above. 

 

Figure 1: File Tagging Scenario for File System Knowledge Filter (SemFS). The triples in the RDF 

repository backend describe tag metadata of actual PDF files which are kept in the binary store. The 

folder structure produced by SemFS mirrors combinations of these tag annotations and contains the 

respective PDF files. 

 

 

Figure 2: Contact Management Scenario for File System Knowledge Filter (SemFS). The triples in the 

RDF repository backend describe contact and tag information for persons. As no ñactualò binary 

content is needed here, the binary store is empty. The folder structure produced by SemFS mirrors 

combinations of selected relations (e.g. tag and city) and the files corresponding to resources of the 

type person are rendered as VCard files. 
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3.2.2 Components of SemFS 

Three groups of components are responsible for the overall behaviour of SemFS, namely the repositories in 

the backend, the file system as exposed to the operating system and the core components that implement 

most of the knowledge filterôs logic, i.e. the translation of structured knowledge into files and folders. 

3.2.2.1 Storage Backend Layer 

The actual storage of all data and metadata is managed on the Storage Backend Layer.  

The critical component of this layer is knowledge base which is stored in a backend RDF repository. As 

usual with RDF, little formal requirements are made with respect to the structure of the content, i.e. any set 

of valid RDF triples is possible. Depending on the use case, a set of ontologies will specify the schema that 

can be used. For example, Scenario 2 makes reference to the VCard schema (denoted as ñVCOò for ñVCard 

ontologyò). The core resources in this scenario are those of type vco:person, i.e. persons for whom contact 

data like name, street address, phone numbers etc. can be specified. Similarly, Scenarios 1 and 2 make 

references to a Tagging Ontology (ñTOò) which specifies only two relations that can be used for tagging 

arbitrary resources. 

Theoretically, any type of data could be stored directly in the RDF repository, including sequences of 

arbitrary binary content which is not interpreted itself, but just stored in the repository (e.g. image content). 

However, as most RDF repositories wonôt handle large amounts of binary content too efficiently, a separate 

component, the binary store, is responsible for storing larger chunks of binary content. For example, the 

binary store is in operation in Scenario 1. Here, the RDF repository contains (again) information about the 

tagging of certain files while the actual file content is stored directly in the binary store. 

3.2.2.2 Core Filter Components 

The actual logic of the file system knowledge filter is implemented in two components: the ClassHandler 

component, which is responsible for rendering resources in the knowledge base as files and the Filter 

component which is responsible for selecting the appropriate set of files to be shown in a given directory. 

This distinction is powerful, as it allows designing and operating ClassHandlers and Filters independent of 

each other. 

3.2.2.3 File System Interface 

The actual interface exposed to the user is a (virtual) file system. From the user perspective, this looks like a 

classical file system, i.e. is composed of files and folders. However, this file system is entirely virtual and its 

contents are generated on the fly according to the contents of the storage backend and the logic prescribed by 

the core components.  

3.2.3 Functionalit ies of the Core Components 

In the following, we will have a closer look at the two core components responsible for the program logic of 

SemFS. 

3.2.3.1 ClassHandler ï Translating between Files and Resources 

Within classical file systems, files are considered as an arbitrary collection of bytes. At a higher level, where 

the content of the file is being considered, these binary digits may then be interpreted as integer values, 

characters or anything else. It is up to the program using the file to understand the meaning and internal 

layout of information in the file and present it to a user as more meaningful information (like text, images, 

sounds). 

In SemFS, files correspond to resources in a RDF repository. While such files can indeed also map to 

ordinary binary content (as in Scenario 1), much of the power lies in the capability to render arbitrary 

resources and their metadata descriptions as files. For example, it is possible to render resources that 

describe contacts as VCard files.  
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The actual mapping between resources, their metadata and their representation as files is implemented in 

small plug-in modules called ClassHandlers. Just as ClassHandlers are responsible for rendering resources 

and their metadata as files, they are also responsible for parsing new files which are fed into the file system 

and for creating the respective statements in the backend repository. 

Organizations that intend to use this knowledge filter for a new scenario and/or for new data types, can easily 

implement their own plug-ins. Abstracting away from the actual implementation within SemFS which will 

be described in more detail later on this adaptation can be imagined as the implementation of a particular 

interface with two functions: one that receives a resource ID and returnd a byte stream (the rendered file) and 

another one that receives a byte stream and returns a set of statements which are added to the RDF 

repository. Obviously, each such plug-in is tightly coupled to a given ontology that specifies the respective 

schema in the RDF backend. 

Another issue with respect to the files is the local file name. By virtue of the interpretation of directories as 

queries (see below), various files may show up in several directories at the same time, i.e. the path to the file 

is no longer a meaninful way to distinguish between two files with the same local name. As a result, the local 

file name needs to be globally unique.
4
  The local file name is maintained within the metadata of the 

respective resources. 

 

3.2.3.2 Directories and Resource Annotations 

While ClassHandlers determine, how files are understood within the file system knowledge filter, the 

question where files are located is treated within the Filter components. Again, the location of a file maps to 

metadata statements about the resource it represents. Specifically, any path element within a directory 

expression is understood as a single statement about the respective resource(s).  

Referring to Scenario 2, given a directory expression such as /active/semweb/city=karlsruhe, the two 

elements active and semweb represent tags statements and the element city=karlsruhe represents a further 

metadata statement (about the city of a contact), which, altogether, can be interpreted as a query to the 

knowledge base. Again, specific plug-in modules called Filters (or Views) manage the parsing of the 

directory expression and their mapping to resource annotations. 

Each path element can be decomposed into two parts. The first part, the filter identifier maps to a specific 

filter implementation. In our example above the prefix ñcity=ò is a filter identifier that maps to one specific 

filter looking solely for the vco:city relation. For one dedicated filter, the filter identifier can be ommitted and 

a default filter is used. In our example this is the case for the tagging filter. Assuming that the tagging filter is 

also registered under the ñtag=ò filter identifier, the two locations /tag=active/tag=semweb/city=karlsruhe 

and /active/semweb/city=karlsruhe would thus be equivalent. The second part of any path element is the 

filter parameter, i.e. a String that is used as a parameter for a given filter. Internally, each filter then uses a 

particular graph pattern to query a set of resources based on the given parameter. 

Similar to the ClassHandler implementations, new Filters can be designed easily by means of Plug-Ins. 

Besides retrieving files by querying the knowledge base for a set of filter conditions, filters may also 

implement means for forcing a given resource to match a filter expression. This behaviour is needed for the 

add, copy and move operations to be described later on. Practically, this means adding (or changing) 

statements about a given resource in the knowledge base.
5
 

3.2.3.3 File System Structure and Operations 

We have already learned much about the behaviour of SemFS. However, we have not yet looked at the 

behaviour of the file system operations and the resulting file system structure. Within the logic of this 

knowledge filter, all typical file system operations map to manipulations of the underlying metadata and/or 

content store. We now look at the main operations. 

                                                      
4
 To facilitate this, SemFS forsees several mechanisms to dynamically disambigute the file names by inserting short Ids 

between the first part of the file and the file suffix. 
5
 In practice, this operation may require complex consistency checks and, depending on the desired filter semantics, 

may not always be possible (in which case, the corresponding operations will fail). We do not describe these issues in 

detail here, because they matter only for a small set of cases and solutions need to be found on a case-by-case basis. 
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list directory (path) - By means of the registered filters, this operation translates the given path argument 

into a list of constraints which are merged into a conjunctive query against the knowledge base. Referring 

back to the example above, the path /active/semweb/city=karlsruhe would be equivalent to the SPARQL 

query
6
: 

PREFIX to: <http://www.example.org/tag - ontology#>  

PREFIX vco: <http://www.example.org/vcard - ontology#>  

SELECT ?resource  

WHERE{ 

 ?resource to:tag ?t1 .     <--  created by tag filter and first path element  

 ?t1 to:name óactiveô 

 ?resource to:tag ?t2 .     <--  created by tag filter and second path element  

 ?t2 to:name ósemwebô 

 ?resource vco:city óKarlsruheô.   <--  created by city filter and third  path element  

}  

 

The operation then lists the name of all files which match the respective query. It further lists also 

directories, namely those that map to a further restriction that would refine the current result set. For 

example, given that at least one of the results retrieved by the above query would also carry a further tag, e.g. 

ontology, then the directory ontology would also be listed as a possible refinement. 

create file (path, local file name) ï This operation is either invoked if a new file is created or an existing 

file outside of SemFS is copied or moved into a SemFS location. In both cases, a new resource is created (in 

the case of a copy/move operation the file content is further processed by the respective ClassHandler) and, 

by means of the knowledge filter expressions that the path maps to, it is forced to take all properties required 

to be a valid resource at this location. E.g. if a new file would be created at /active/semweb/city=karlsruhe, 

the tag statements mapping to active and semweb as well as the city statement mapping to Karlsruhe would 

be added to the new resource. As noted above, this can be non-trivial in the case of very advanced filters ï an 

issue which we do not discuss here.  

read file (path, local file name) ï Render/read file content from metadata and/or content storage by means 

of respective class handler. 

write file (path, local file name) ï Parse file content and write to metadata and/or content storage by means 

of respective class handler. 

rename file (path, old local file name, new local file name) ï Change name in metadata of the respective 

resource. 

delete file (path, local file name) ï Remove all properties from the respective resource that are produced by 

the submitted path. 

create directory (path, local directory name) ï In theory, this operation should not yield any result as the 

newly created directory would be empty and should thus not show up as a refinement of the parent directory. 

However, a placeholder file/resource can be created that carries all relevant properties but is removed after a 

certain timeout. 

copy file (old path, local file name, new path) ï Add all properties produced by the new path to the 

respective resource. 

move file (old path, local file name, new path) ï Remove the property produced by the most specific path 

element in the old path from the respective resource and add all properties produced by the new path to the 

respective resource. 

3.2.4 Example Case Study: Organization of Technical Papers by Tagging 

In this subsection, we shortly illustrate the functionality of SemFS in a real world example. The scenario 

corresponds to Scenario 1 above, i.e. tagging of files. The class handler is thus a simple file class handler, 

while the default knowledge fiter is a tag filter. 

                                                      
6
 Note that the translation into SPARQL is mainly for translation. Internally, SemFS is based on a tighter integration 

with the RDF repositroy. 
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Figure 3a: A new SemFS-Share is created via XP Webfolders (WebDAV) in Network Neighbourhood. 

 

 

Figure 3b: New folders are created im SemFS. Internally, this means creating a new tag vocabulary. 


